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Analysis

Problem Description
Dominoes is a game with an endless amount of variations. For a detailed account of the variations we chose to employ, please see APPENDIX A: Greg and Alisa’s Official Rules. In summary, we play with dominoes ranging from 0-0 to 6-6, i.e. double zeroes to double sixes and all combinations of numbers in between. Each player draws seven dominoes to start and the rest are placed in the stock, i.e. boneyard, i.e. draw pile. For any terms you are unfamiliar with, please see APPENDIX B: Glossary. Play continues in the normal fashion until a winner is declared. Our mission is to build a computer agent which can learn to play our version of dominoes.
Related Work
We previously approached the game of Dominoes in May 2010 with an expert system approach. That rule set had two notable differences with our rule set: there was no spinner and the multiple of five rules did not exist. The prior ramification is there are only 2 ends at any stage of a round. The latter condition is similar to the group of experiments we have performed where we turned the multiple of five rule off.

By modifying the player slightly to handle our rule set, we are able to use it as a meaningful part of our collective learning experiments. The time for an expert player to make a move tends to be longer as we have noticed informally. At the same time, having a player, whether or computer or human, can be an invaluable training and analysis tool. Training could potentially be improved because the collective learner observes moves made by a good player. Analysis could be improved by spotting what areas of learning were lacking and not fully developed through a series of trials.

Objective
The main objective is to create a computer agent which can learn to play dominoes according to our stated rules. This agent must reside entirely in RAM when playing. The performance of this agent must be better than a random player as defined by metrics stated in the next section. A secondary objective is to build a better base from which to perform rigorous experiment design and statistical analysis.

Solution

Design

Recall the rules specified for our version of Dominoes are contained in APPENDIX A: Greg and Alisa’s Official Rules. Please refer to that appendix for our official rules.

To facilitate discussion, we will define game terminology in terms of our implementation.  A move consists of one player laying down a domino on the board, or passing.  In either case, a move may begin with one or more draws from the boneyard, always terminating in one of our two conditions.  A round consists of consecutive moves, one for each player.  A stage is the smallest unit of evaluation (ignoring evaluation for the multiple of 5 rule) and consists of all moves from the first move until one player reaches zero dominoes in their hand, or both players are forced to pass.  In this case, one or both players receive a score based upon the remaining dominoes in each player’s hand.  A contest consists of one or more stages such that one or both players have exceeded the preset contest score to win.  In our case, it is 100 points.  A match consists of 1 or more contests.  For our research purposes, we may consider a tournament as a guide to group matches for sequential analysis.

The game is designed for two players.  At this time, both of the players should be computer players who adhere to the specified rule set and implement the various interfaces.  Players may either be collective learners or non-collective learners, as long as they implement the correct interfaces.  There are three important concepts which are included in these interfaces: selection policy, evaluation policy and state.

Selection policy looks at the current game state which may include the board configuration, dominoes in the hand, the boneyard state, or any number of other policies.  From this information, as well as the current legal plays available, a legal play must be returned if there is one.  As a governing proposition, we are using Muds/Ra as a means to distinguish between multiple states.

Evaluation policy makes a judgment as to the weight adjustment for moving from one state to another state in the state transition matrix.  It does not specify how this adjustment is applied to the state transition matrix (that is compensation).  This is a factor in our design and may be constant or a high order polynomial.
Compensation policy takes the evaluation at face value or adjusts it somehow (e.g. using time). Compensation policy hands the calculated compensation to the Update policy which decides how to update all the weights in the stage history (e.g. additive or multiplicative). Both of these policies act within the STM object.
Feature Vectors

State must exist on a one-to-one basis with feature vector.  Each feature vector must be encoded and decoded to enable selection by the selection policy.  The state provides exactly this service.  Each state may or may not be invertible.  If a state does not have a one-to-one mapping from the range to the domain, then suitable additional information must be provided to make a determination.  Such a determination may not be optimal.
GSP2

GSP is the simplest of the feature vectors.  It yields 
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difference states.  For each of the possible pips in {0, …, 6} we determine if the pip is in the hand and if it is in the collection of end pips on the board.  The yields 2 * 7 or 14 different bits.  As an example, consider the collection of end pips {2,4,2,5}.  The resulting 7 bits for the end pips would be {false, false, true, false, true, true, false}.  This player is designed to inspire fast learning rates using minimal information.  This player is not invertible and requires additional game state for selecting a legal move which meets the criteria for the “To” state.

LSP2

LSP2 has 
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different states.  It provides the pip value for each of the 4 end pips.  The “left” and “right” pip are each represented by 7 bits for the 7 valid pips {0,...,6}.  The other two pips require 8 bits because “no valid pip” must be represented.  Until the spinner is played, there are only two valid pips.  After that time, there are four.  This player is nearly invertible, but needs a little help when a play is made such that the collection of pips is unchanged after a play.  As an example, consider the scenario where the end pips are {1, 2, 3, 4}.  The player plays a double 4 domino off of the 4 end pip.  This would result in the exact same collection.  By using additional information, we can deduce which doubles in the player's hand could have produced this sequence.  Therefore, the decoding process is significantly stronger than GSP2, but at the expense of a slower learning rate.  Another notable feature is that this player depends on known information only.  Therefore, the opponent's moves can be perfectly represented by this feature vector, despite not knowing what the opponent has in their hand.

GSP1

GSP1 has 
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different states.  In addition to providing the 30 bits of LSP2, 7 additional bits are provided.  These bits store whether the player's hand has more than one of a certain pip.  As an example, consider the player holding {“1|2”, “2|4”, “5|5”}.  The resulting 7 bits would be {false, false, true, false, false, true, false} as both 2 and 5 are represented twice in the player's hand.  The learning rate is even slower than LSP2 hoping to achieve greater sophistication in the process.  As an informal observation we might note whether this allows the player to make fewer draws from the boneyard since the player may be playing dominoes which are useful for a subsequent move.
GSP3
GSP3 has
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.  In addition to providing the 30 bits of LSP2, 21 bits are provided for each pip.  Instead of being satisfied with do 2 or more pips occur or not, we seek to hold a count for each pip.  The example hand from GSP1 would be rendered as {0,1,2,0,1,2,0} with each of the seven elements being represented by 3 bits.  We make the assumption that is 3 bits cannot represent the occurrence of a single pip (for example, the player had to draw a large number of times) then there is no extra benefit to storing this information.  The learning rate for this should be by far the slowest.  We also worry about memory concerns with such a large number of possibilities.  The success of this player may reside in how sparse the matrix ends up.  The possible benefit is much richer information to make informed decisions. 
Additional Features

Additional features incorporated include score values of the ends on the game board (i.e. a 6 end which really represents a double 6 would have a score of 12 instead of 6), the number of dominoes contained in the player’s own hand, the number of dominoes contained in the other player’s hand, or any combination of these with the game board ends.
Testbed

We confined ourselves to a standard testbed to speedup testing and make analysis easier.  For all of our tests, we run x number of tournaments where x is a positive even number.  Our experiments consist of pairs.  The first run of a pair is a training session against the training player.  The second run is testing against the test player. At the end of a pair, we collect all of our metametrics.  At the end of each run for a pair we also collection our direct and derived performance metrics as well.  This allows us to see over time how our learning progresses.  The matrices representing the learning thus far are stored to disk at the end of each run in a pair.  They are written in a human readable format for easily observation.  For each run, we can set the ability to learn, the player, the evaluation policy, the number of contests in the tournament, the update policy, the compensation policy and the ability to recall previous learning.  This allows us to mix and match behaviors.  For example, during our training we can set learning to be on and then during testing we turn learning off, allow recall for the collective learner we are testing and turn off recall for the other player.  This allows the possibility of having the test opponent and the training opponent to be the same.

The output is also configurable in the testbed, although we generally send the results to file for later analysis.  All of our metametrics are computed on the fly, but we can still do some processing of our derived metrics.
Goals, Factors, Performance Metrics

Greg
	Goal 1: To investigate the optimal feature vector size for learning.

	Hypothesis G1.1 There will be a point such that increasing the size or decreasing the size decreases the rate/ability to learn.

	Goal G2: To investigate appropriate evaluation for statistically significant learning.

	Goal G2.1: To investigate if polynomial evaluation is necessary as opposed to constant evaluation.

	Hypothesis G2.1 Polynomial evaluation is necessary for richer evaluation.

	Goal G3: To investigate if multiplicative update of weights is superior to additive update for the domain of Dominoes.

	Hypothesis G3.1 Multiplicative update of weights will provide better learning ability.

	Goal G4: To investigate what combination of training and testing yields the best learning rates.

	Goal G4.1: To investigate if training against non-learners is better than learners

	Goal G4.1.1: To investigate how much better training against an expert player is versus a randomized player

	Hypothesis G4.1.1 Learning rates will accelerate when playing against an expert player.  The overall capacity to learn will also be greater.

	Goal G4.2: To investigate if auto-training is better than training against another player

	Hypothesis G4.2 There will be no statistical difference in training between oneself and training against another player.

	Goal G4.3: To investigate if the skeletal difference between test and training players makes a difference in performance during the testing stage.

	Hypothesis G4.3 If a test player is too similar to the training player, statistical learning will not occur.


Factors
I consider two levels of factors which we term major and minor which create a short tree-like factor structure.  The major factor is the rule set.  From our given default rule set which we define to be a governing proposition I alter just a single rule to define two experimental paths.  This single rule is the multiple scoring rule.  For one path (which I shall denote the left path), we consider the game of dominoes where a player score points for causing the sum of the end pips to be a multiple of 5.  For the other path (denoted the right path), I turn this rule off creating no score for such a play.
For the right path, there are four factors involved in our experiments.  They are:

 i. Feature vector size (G1)
 ii. Evaluation policy (G2)
 iii. Update policy (G3)
 iv. Training methodology (G4)

Feature vector size is manifested in the different players and feature vectors which were presented.  Each of these players uses a feature vector of different size and I will investigate the impact of each size on learning.

Evaluation policy will be altered to examine the impact of how much to reward and punish our collective learners at each stage of the experiment.

Update policy involves investigating whether it is better to add or multiply to the weights currently stored in the state transition matrix.  There is a natural relationship between evaluation policy and update policy, as they are not completely independent in our experiments.  This relationship will be explained later on.

Training methodology involves which players I train against and which players I test against.  This is a rather broad category which may involve both collective learners and non-learners.
Metrics
Our performance metrics can be divided into three categories: direct metrics, derived metrics and metametrics.
A direct metric is determined to be a metric reporting on the result of game play.  They are independent of all other direct measurements taken from previous and future tournaments.  This is the category which contains those measures which would be most interesting to the two players involved in playing the game.  At each measurement, we collect the winning percentage for the tournament as well as the cumulative winning percentage at that point in time.

A derived metric represents performance which can be calculated based upon stored data from each experiment.  They too refer to the performance of each player in the tournament independent of all other tournaments.  Number of rounds won, number of points earned and point differential are examples of such metrics.

A metametric is a performance measure based upon direct and derived metrics.  They attempt to measure the rate and quality of learning which has taken place.  Metametrics can further be divided into two categories: transient and summary metrics.   Transient metrics are those which are calculated at selected intervals during the performance of the experiment.  Summary metrics are those which are intended to be performed at the end of the experiment, although they can be performed at any time to estimate the convergence of experimental results.  Transient metrics include gain and margin.  Summary metrics used are deviation, benefit, and the statistical F test.

The first two classes of metrics are well understood and require no further explanation.  We must further explain the application of each of the metametrics.

Gain is defined by the following formula: 
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It is applied after each tournament of 100 games.  The maximum score is taken to be 100 and the random score is taken to be 50 (as we showed that there is no significant statistical advantage to going first in the initial presentation).  Notice that the value will lie in the interval [-100,100].

Margin is taken as 
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As each gain is measured in the manner referred to above, we can also calculate the resulting margin.  Note that this requires two gains to be measured after each tournament.  Once again, all values will fall in the interval [-100,100].

Deviation is a summary matrix performed after we have achieved a number of margins. Our formula rendered in a descriptive manner is:


[image: image7.wmf](

)

c

N

σ

μ

σ

+

μ

1.65

1.65

-

-


We are finding the difference of the 90% margin points and then dividing by a normalization constant which creates an interval of [0, 100]. Note that the greatest possible numerator occurs when we sample points: -100, 100 we calculate the normalization constant which gives us a value of 100.  This value is: 
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which yields the final equation 
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Benefit is performed after we have collected a number of gain metrics as such:
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The dx value is the collection difference between gain samples, which is taken to be 1 for all our experiments.  The variable n is the total number of gains collected.

Finally we must explain how we apply our F tests.  We use the one tailed ANOVA procedure to generate our F ratio.  We partition our analysis to the last 15 tournaments collected (and hence the F ratio is meaningless before we have collected 15 tournaments).  The last 15 tournaments are separated into 3 groups of 5 tournaments (the first five, the next five and the last five).  The intergroup analysis is then performed on the 3 groups and the intragroup analysis is performed on a group of size 5.  The intergroup degrees of freedom is then calculated as 2, or 1 less than group number.  The intragroup degrees of freedom is 4, or 1 less then game group size.  The mean for our F distribution can be calculated as: 
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.This gives us a mean of 0.18 to two significant figures.  From these values we can use a table or otherwise calculate our confidence values.

Alisa
	Goal A1: Compare the performance of a random dominoes player to the Baseline Learning Player (Experiment A1)

	Hypothesis A1.1 The Baseline Learning Player will win a statistically significant majority of games versus a random player. 

	Factors:

Selection Policy: MUDS/RA 

Governing Propositions:

Feature Space: Domino ends on current game board and their respective scores

Evaluation Policy: 1.06 for the winner, 0.98 for the loser, if it's a tie, then the winner is the second player

Compensation Policy: Pass on the evaluation, directly

Update Policy: Take the compensation and multiplicatively update all weights in the stage history (where the initial weight for a stimulant-respondent pair is 1)

Contest Score to Win: 500

	Performance Metric: Confidence that the null hypothesis may be rejected (in favor of the Baseline Learning Player) based on the standard difference of two proportions.
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	Goal A2: Compare the performance of the Baseline Player with a new player that has an extended feature set.

	Goal A2.1: Compare the performance of the Baseline Player with a player which also keeps track of the number of dominoes left in his hand (Enhanced Player 1). (Experiment A2.1)

	Hypothesis A2.1.1 The new learning player will learn with more stability than the baseline learning player. (Experiment A2.1.1)

	Factors:

Feature Space: Domino ends on current game board, their respective scores, and (for Enhanced Player 1) the number of dominoes in the player’s own hand

Governing Propositions:

Selection Policy: MUDS/RA 

Evaluation Policy: 1.06 for the winner, 0.98 for the loser, if it's a tie, then the winner is the second player

Compensation Policy: Pass on the evaluation, directly

Update Policy: Take the compensation and multiplicatively update all weights in the stage history (where the initial weight for a stimulant-respondent pair is 1)

Contest Score to Win: 500

	Performance Metric: F-Test to compare variances of baseline player (bp at n degrees of freedom) to new player (np at m degrees of freedom).
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	Hypothesis A2.1.2 Enhanced Player 1 will win a statistically significant majority of contests versus the Baseline Player. (Experiment A2.1.2)

	Factors:

Feature Space: Domino ends on current game board, their respective scores, and (for Enhanced Player 1) the number of dominoes in the player’s own hand

Governing Propositions

Selection Policy: MUDS/RA 

Evaluation Policy: 1.06 for the winner, 0.98 for the loser, if it's a tie, then the winner is the second player

Compensation Policy: Pass on the evaluation, directly

Update Policy: Take the compensation and multiplicatively update all weights in the stage history (where the initial weight for a stimulant-respondent pair is 1)

Contest Score to Win: 500

	Performance Metric: Confidence that the null hypothesis may be rejected (in favor of the New Player) based on the standard difference of two proportions.

	Goal A2.2: Compare the performance of Enhanced Player 1 plus which also keeps track of the number of dominoes left in the other player’s hand (Enhanced Player 3) with Enhanced Player 1. (Experiment A2.2)

	Hypothesis A2.2 Enhanced Player 3 will win a statistically significant majority of contests versus the Enhanced Player 1. 

	Factors:

Feature Space: Domino ends on current game board, their respective scores, the number of dominoes in the player’s own hand, and (for Enhanced Player 3) the number of dominoes in the other player’s hand

Governing Propositions:

Selection Policy: MUDS/RA 

Evaluation Policy: 1.06 for the winner, 0.98 for the loser, if it's a tie, then the winner is the second player

Compensation Policy: Pass on the evaluation, directly

Update Policy: Take the compensation and multiplicatively update all weights in the stage history (where the initial weight for a stimulant-respondent pair is 1)

Contest Score to Win: 500

	Performance Metric: Confidence that the null hypothesis may be rejected (in favor of the Enhanced Player 2) based on the standard difference of two proportions.

	Goal A2.3: Compare the performance of the Baseline Player with a player which also keeps track of the number of dominoes left in the other player’s hand (Enhanced Player 2). (Experiment A2.3)

	Hypothesis A2.3 Enhanced Player 2 will win a statistically significant majority of contests versus the Baseline Player.

	Factors:

Feature Space: Domino ends on current game board, their respective scores,, and (for Enhanced Player 2) the number of dominoes in the other player’s hand

Governing Propositions:

Selection Policy: MUDS/RA 

Evaluation Policy: 1.06 for the winner, 0.98 for the loser, if it's a tie, then the winner is the second player

Compensation Policy: Pass on the evaluation, directly

Update Policy: Take the compensation and multiplicatively update all weights in the stage history (where the initial weight for a stimulant-respondent pair is 1)

Contest Score to Win: 500

	Performance Metric: Confidence that the null hypothesis may be rejected (in favor of the Enhanced Player 2) based on the standard difference of two proportions.

	Goal A3: Compare the performance of the Enhanced Player 1 under different Compensation Policies.

	Goal A3.1: Compare the performance of Enhanced Player 1 using a Time-based Penalty/Reward Compensation Policy instead of the Simple policy.

	Hypothesis A3.1.1 The Time-based Penalty/Reward Compensation policy will result in a statistically significant majority of wins versus the Simple policy.

	Factors:

Compensation Policy: Pass on the evaluation, directly (Simple); For each 50 learning rounds, i:
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Governing Propositions:

Feature Space: Domino ends on current game board, their respective scores,, and (for Enhanced Player 2) the number of dominoes in the other player’s hand

Selection Policy: MUDS/RA 

Evaluation Policy: 1.06 for the winner, 0.98 for the loser, if it's a tie, then the winner is the second player

Update Policy: Take the compensation and multiplicatively update all weights in the stage history (where the initial weight for a stimulant-respondent pair is 1)

Contest Score to Win: 500

	Performance Metric: Confidence that the null hypothesis may be rejected (in favor of the Time-based policy) based on the standard difference of two proportions.

	Hypothesis A3.1.2 The Time-based Penalty/Reward Compensation policy will result in a more stable player than the Simple policy.

	Factors: see Goal A3.1 factors.

	Performance Metric: F-Test to compare variances of baseline player (bp at n degrees of freedom) to new player (np at m degrees of freedom).


Synthesis
Experiments A1 – A3.2
Experiments A1 through A3.2 are set up in the following way. Each trial consists of 50 trials of 50 matches (consisting of one contest) of learning followed by 30 Monte Carlo simulations of 500 matches (consisting of one contest) where learning is turned off.  After each round of 50 learning matches, the STMs for each player are written to disk. The Monte Carlo trials each use a different random seed as a factor of iteration for the “random” part of the selection policy. Each contest uses a different random seed as a factor of iteration for the shuffling of the dominoes prior to drawing initial hands for each player and putting the rest in the stock. For clarity, see Figure 1.


[image: image16]
Figure 1: The testing and training driver is explained in pseudo-code.
Experiment A1 investigates the (Maximum Unthresholded Deterministic Selection with Random Arbitration (MUDS/RA) selection policy versus a purely random selection policy where the state space spans the current ends on the board and their respective scores. The random policy first finds all available dominoes in the players hand which are eligible to be played on the current board, and then randomly selects one, and places it in an eligible spot on the board; if more than one spot on the board is eligible, the position for placement is randomly chosen from those. The MUDS/RA policy selects the respondent which has the greatest weight thus far, using random selection to break ties.
Experiment A2.1 investigates the addition of the number of dominoes in the player’s own hand as a feature to the baseline set. Experiment A2.2 investigates the addition of the number of dominoes in the other player’s hand as a feature to the set from Experiment A2.1. Experiment A2.3 investigates the new players from A2.1 and A2.2 against each other. For each experiment, the players are trained and tested against each other; see Table 1 for a short summary of the experiments performed. 

	Experiment
	Player A (features Used)
	Player B (features Used)

	A2.1
	board domino ends/scores, own hand
	board domino ends/scores

	A2.2
	board domino ends/scores, own hand, other hand
	board domino ends/scores, own hand

	A2.3
	board domino ends/scores, other hand
	board domino ends/scores


Table 1: Summary of experiments which explore the feature space.
Experiments G1 – G4.3

Experiment G1 is our major experiment which all of our other experiments will be based upon.  We wish to investigate what a good feature vector size for learning. In this experiment, we will hold all of our factors to be governing propositions while changing only our feature vector size. This will be accomplished by running each of our four players through the same testbed. The testbed is run as described earlier. We shall choose an evaluation policy which returns a constant value of 0.5 for the lower and a constant value of 1.05 for the winner. Our update policy is naturally multiplicative for our choice of values. Training shall be chose as auto-training. Testing and metrics gathering will be conducted against itself with an empty state transition matrix and learning turned off rendering each player as a random player since Muds/Ra is the selection policy chosen as a governing proposition. We will choose the same seed, 4937, for all of our players since random arbitration is needed for the test stage. In our testbed, we shall run 200 tournaments of training with 100 contests in each tournament.

Experiment G2 investigates if polynomial evaluation is necessary as opposed to constant evaluation. For this experiment we hold all of our factors except for evaluation to be governing propositions. We will test the difference between a constant evaluation and an evaluation involving terms of order 2. We will run comparison runs on each evaluation policy for two selected players: LSP2 and GSP1. By conducting these four runs, we will look at the merits of each type of evaluation policy. 

The factors will be set in the following manner. As noted we will pit GSP1 against GSP1 with each evaluation policy. For added statistical evidence, we will also put LSP2 against LSP2 in the same fashion. We will not try to compare mixed players and mixed evaluations at the same time. The update policy shall be fixed as multiplicative. As in Experiment G1, we will involve auto-training and testing against the same player with empty state transition matrix and learning turned off which makes it behaves as a random player. We will again conduct 200 tournaments with 100 contests in each tournament and the seed shall be 4937.

As a final note, we have constructed the polynomial and constant evaluations to have the same extremes (namely 1.05 and 0.5). Also, it will be noted, the polynomial evaluation is polynomial because it takes into consideration the score for a given match whereas the constant evaluation gives a value independent of the player's score. The actual evaluation used is as follows:
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Translate is calculated to be 0.775 whereas scale is approximately 0.081.

Experiment G3 will investigate if multiplicative update of weights is superior to additive update for the domain of Dominoes. We will conduct an experiment similar to Experiment G2. All factors will be made governing propositions except for the update factor. We will compare an additive and a multiplicative update methodology among both LSP2 and GSP1 to investigate the merit of each one. 

The factors which remain the same look familiar. Once again we will hold LSP2 to be fixed in our LSP2 version and we will hold GSP1 to be fixed in our GSP1 version. We however cannot strictly hold the evaluation policy fixed because not all evaluation policies make sense for addition and not all evaluation policies make sense for multiplication. We will defer for a paragraph on our description of evaluation policies. Auto-training will be used as we have seen for our first two experiments and the test opponent will be the player with an empty state transition matrix with learning turned off.

We will select our polynomial policy for multiplication which we tested in Experiment G2. The reason for this selection is it is our informal observation that polynomial policies are more intuitive for addition. We just need to detail our additive evaluation policy which is used. The formula chosen is as follows:
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Gamma is chosen by experience rather than by theoretical calculation and is set at 30. This creates an expected range of approximately [-3.4, 3.4] for our evaluation.

Experiment G4 brings our prior work into our experiments.  Our goal is to investigate how much better training against an expert player is versus a randomized player. We will conduct an experiment similar to Experiments 2 and 3. All factors will be made governing propositions except for the training methodology. We will compare LSP2 as a training partner against ESP, an expert play written in May 2010, as a training partner. We have one run of auto-training for LSP2 and one run of training against LSP2. Both will then be tested against a random player. The factors which remain the same look familiar. We hold LSP2 to be fixed as our feature vector length. Our evaluation policy will be 0.5 for a loss and 1.05 for a win. Multiplicative updates will be performed.

Experiment G4.1 is to investigate if auto-training is better than training against another player. All factors will be made governing propositions except for the training methodology again. We will compare auto-training of LSP2 against training LSP2 with a fully-trained GSP1. Both will be tested against a random player to see which trained version has learned better. The factors which remain the same look familiar. We hold LSP2 to be fixed as our feature vector length. Our evaluation policy will be 0.5 for a loss and 1.05 for a win. Multiplicative updates will be performed.

Experiment G4.2 aims to investigate if the skeletal difference between test and training players makes a difference in performance during the testing stage. This experiment will be conducted by allowing self training of LSP2 and in self testing for the test stage. We want to see if any sort of non-random (rejection of the null hypothesis that neither the associative nor the dissociative player will enjoy an advantage) behavior emerges. The factors which will be held constant are much the same as they have before. LSP2 will be the lone feature vector size. 1.05 will applied for a win and 0.50 for a loss in a multiplicative update manner. 200 tournaments of 100 games will be analyzed.

Validation

Experiment A1

Experiment A1 sought to test whether the MUDS/RA selection policy could win a statistically significant amount of games versus a random selection policy for the feature set of board ends and their corresponding score values. Recall Hypothesis A1.1: The Baseline Learning Player will win a statistically significant majority of games versus a random player. A corresponding null hypothesis is any difference in the number of wins resulting from the different selection policies can be attributed to random chance. To evaluate the performance, confidence that the null hypothesis may be rejected (in favor of the Baseline Learning Player) based on the standard difference of two proportions is used. Performance is evaluated over 30 Monte Carlo simulations of 500 contests after each learning round of 50 contests. The results depicted in Figure 2 and Table 2 illustrate clearly that the null hypothesis can be rejected in favor of Hypothesis A1.1; at the end of all learning by a confidence of 100% (in fact we get a 99.7% rejection at after 200 training rounds). 
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Figure 2: Experiment A1 results qualitatively show that MUDS/RA is a better selection policy than Random.
	#Training Contests
	#Mean Wins out of 500 contests
	Standard Deviation
	Mean %
	Confidence in Rejection (Using Standard Diff)

	50
	266
	40
	53
	84

	100
	278
	36
	56
	96

	150
	284
	41
	57
	98

	200
	294
	33
	59
	100

	250
	303
	36
	61
	100

	300
	306
	37
	61
	100

	350
	322
	35
	64
	100

	400
	335
	36
	67
	100

	450
	332
	36
	66
	100

	500
	339
	34
	68
	100


Table 2: In calculating the standard difference of two proportions, it is clear (early on) that the null hypothesis can be rejected.
Interesting, informal observations in the learning STM include that of the top four opening move choices (which are obviously dependent on the dominoes you’ve been given), only one was a surprise intuitively, the 1-3 domino. Strategically speaking, I can’t say why this particular domino would be a common or smart first choice. The next player could easily score 5 by playing a 3-4 off the 3, or a 1-1 or 1-2 off the 1. The other three dominoes are 4-4, 6-6, and 1-4, the first two which are high scoring dominoes you’d likely want to get rid of, and the last giving you five points right away.

Experiment A2.1

Experiment A2.1.1 pits the baseline player against a new player which takes the number of dominoes in the player’s own hand as an extra feature. Since the MUDS/RA showed much learning in Experiment A1, it will continue to be used. Two hypotheses will be tested using the results of this experiment. Recall Hypothesis A2.1.1: The new learning player will learn with more stability than the baseline learning player. The performance metric to test this hypothesis is the F-Test which is used to compare the variances of the two players versus random, each after 50 learning contests versus random. The variances for each player from the 30 Monte Carlo simulations are used in the calculations, where the degrees of freedom for each is 30 – 1 = 29. While the F-Test at 150 training contests approaches the 0.9 mark, Figure 3 shows that the addition of the new feature does not alter the learning player’s variance as compared to the baseline learning player. In retrospect, perhaps this hypothesis didn’t really make sense.
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Figure 3: The addition of the number of dominoes in the player’s own hand does not appear to have any sort of affect on its variance when learning against random.
To test Hypothesis A2.1.2: The new learning player will win a statistically significant majority of contests versus the Baseline Player, confidence that the null hypothesis may be rejected (in favor of the Baseline Learning Player) based on the standard difference of two proportions is again used. Performance is evaluated over 30 Monte Carlo simulations of 500 contests after each learning round of 50 contests. The results depicted in Figure 4 and Table 3 illustrate clearly that the null hypothesis can be rejected in favor of Hypothesis A2.1.2; the lowest rejection confidence is 99.99 (100).
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Figure 4: Experiment A2.1.2 results qualitatively show that the addition of the number of dominoes in the player’s own hand is a significant improvement over the baseline.

	#Training Contests
	#Mean Wins out of 500 contests
	Standard Deviation
	Mean %
	Confidence in Rejection (Using Standard Diff)

	50
	349
	13
	69
	100

	100
	348
	17
	69
	100

	150
	353
	15
	70
	100

	200
	365
	11
	73
	100

	…
	…
	…
	…
	…

	2300
	317
	13
	63
	99.999

	2350
	316
	11
	63
	99.999

	2400
	316
	9
	63
	99.999

	2450
	311
	11
	63
	99.995

	2500
	309
	14
	62
	99.993


Table 3: In calculating the standard difference of two proportions, it is clear (early on) that the null hypothesis stating there is no difference between the two players can be rejected.
One somewhat obvious and informal observation when looking at this data compared to Experiment A1 is that instead of there being a steady increase in performance, we actually see somewhat of a decrease. This might indicate that the new player learns faster, and that as the baseline player learns more, its performance increases, thereby decreasing the performance of the new player, (albeit very slightly). In looking at the new player’s STM, I expected to find perhaps some sort of trend in getting rid of larger dominoes first if you had a large amount of dominoes in your hand (> 7). There was a slight trend towards playing dominoes with sixes in this scenario -- approximately counts of 7 to 13 with positive weights indicating these moves led to wins.
Experiment A2.2
Experiment A2.2 pits the Enhanced Player 1 against the Enhanced Player 2 which takes the number of dominoes in the other player’s hand as an extra feature to Enhanced Player 1’s set. MUDS/RA continues to be used. Experiment A2.1.2 showed a significant improvement over the baseline by the addition of the feature of the number of dominoes in the player’s own hand; perhaps the same is true of adding the additional feature of the number of dominoes in the other player’s hand. Recall Hypothesis A2.2: Enhanced Player 2 will win a statistically significant majority of contests versus the Enhanced Player 1.  To test this hypothesis, confidence that the null hypothesis may be rejected (in favor of the Enhanced Player 1) based on the standard difference of two proportions is again used. Performance is evaluated over 30 Monte Carlo simulations of 500 contests after each learning round of 50 contests. The results depicted in Figure 5 show that Enhanced Player 2 is not an improvement over Enhanced Player 1. In fact, if you reverse the hypothesis test to test for Enhanced Player 1 outperforming Enhanced Player 2, the null hypothesis that their performance is the same can be rejected with 99.9% confidence. The feature extent after 2500 training contests grew to approximately 150,000 over the Enhanced Player 1 extent of approximately 115,000 (and over the baseline extent of 70,000). Perhaps this feature space is too large.
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Figure 5: Experiment A2.2 results qualitatively show that the addition of the number of dominoes in the other player’s hand to the already enhanced feature set is worse than just the addition of the number of dominoes in the player’s own hand.
Experiment A2.3

Experiment A2.3 pits the Baseline Player versus a new player which adds the number of dominoes in the other player’s hand as a feature on top of the baseline feature set.  MUDS/RA continues to be used. Experiment A2.2 showed a decrease in performance over Enhanced Player 1; perhaps this is a feature which should not be used at all. Recall Hypothesis A2.3: The Baseline Player will win a statistically significant majority of contests versus Enhanced Player 2.  To test this hypothesis, confidence that the null hypothesis may be rejected (in favor of the Baseline Player) based on the standard difference of two proportions is again used. Performance is evaluated over 30 Monte Carlo simulations of 500 contests after each learning round of 50 contests. The results depicted in Figure 6 and Table 4 show that the Baseline Player is indeed better off without this feature. The dominoes left in the other player’s hand do not seem to be a useful feature under these factors for learning to play dominoes well.
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Figure 6: Experiment A2.3 results qualitatively show that the baseline does significantly better without the addition of this feature.
	#Training Contests
	#Mean Wins out of 500 contests
	Standard Deviation
	Mean %
	Confidence in Rejection (Using Standard Diff) %

	50
	243
	12
	49
	33

	100
	277
	16
	55
	96

	150
	298
	13
	60
	99.8

	200
	285
	12
	57
	99

	300
	285
	10
	57
	99

	400
	287
	14
	57
	99

	500
	291
	11
	58
	99.5

	1000
	283
	13
	57
	98

	1500
	280
	11
	56
	97

	2000
	284
	12
	57
	99

	2500
	287
	12
	57
	98


Table 4: It is clear that the null hypothesis stating there is no difference between this enhanced player and the baseline player can be rejected in favor of the Baseline Player.
While the Baseline Player did prove to be better performing than Enhanced Player 2, the STM still held some interesting data points. I expected to find that if the other player had few dominoes left in hand (< 3) that moves such as getting rid of a large domino (6-6 for example) would be prominent. This turns out to be exactly the case; for stimulants where the number of dominoes left in the other player’s hand is less than three (i.e. 1 or 2), the top two respondents of highest frequency played the 6-6 domino. The top 20 also hold more 6-6 moves and quite a few 5-5 and 4-4 moves. Unfortunately, because this is really a last ditch effort to not let the other player count all your pips toward his score at the end of the contest, this did not result in extremely high weights for these stimulants.
Experiment A3.1

Experiment A3.1 delves into a new area, Compensation Policies. Using the best feature set from the previous experiments which consists of the game board domino ends, their respective scores, and the number of dominoes in the player’s own hand, the performance from a new compensation policy will be compared to the simple policy used earlier, namely just use the evaluation directly. The new compensation policy is time-based, rewards and penalties both get stronger with time up to the value that the evaluation hands over. Recall Hypothesis A3.1.1: The Time-based Penalty/Reward Compensation policy will result in a statistically significant majority of wins versus the Simple policy. To test this hypothesis, confidence that the null hypothesis may be rejected (in favor of the player which uses the new compensation policy) based on the standard difference of two proportions is again used. Performance is evaluated over 30 Monte Carlo simulations of 500 contests after each learning round of 50 contests. The results depicted in Figure 7 and Figure 8 show that after the first few training rounds, performance is as expected, and at that point, the null hypothesis that the performance of the new compensation policy is no different than the simple policy is confidently rejected (> 95%). However, a drop in performance begins between 1200 and 1400 rounds of learning, and after 1800 learning rounds, the null hypothesis can no longer be confidently rejected. Performance continues to degrade from there. Perhaps the simple policy is greater in the long run, because while over emphasizing rewards and penalties in the beginning, after enough training contests, the weights get sorted out. In contrast, the new policy looks to be better in the beginning. Another interesting test might be to let the reward and punishment keep increasing and decreasing respectively instead of limiting it to the value issued by the evaluation. 
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Figure 7: At first performance appears to be as expected, with the new compensation policy qualitatively having significant advantage over the simple policy, but it gets muddled further out.
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Figure 8: Instead of the usual table, this graphic illustrates better the downward trend in performance for the new compensation policy.
Recall Hypothesis A3.1.2: The Time-based Penalty/Reward Compensation policy will result in a more stable player than the Simple policy. The performance metric to test this hypothesis is the F-Test which is used to compare the variances of the two players versus random, each after 50 learning contests versus random. The variances for each player from the 30 Monte Carlo simulations are used in the calculations, where the degrees of freedom for each is 30 – 1 = 29. Figure 9 shows the results of the F-Test to compare the variances of the simple compensation policy learner versus the new compensation policy learner. On the whole, the stability of the new compensation policy learner cannot be said to be better than that of the simple policy learner, except for a handful of test rounds.
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Figure 9: While inconclusive on the whole, i.e. the null hypothesis that the variances are not statistically different cannot be rejected, there are quite a few moments where the variance of the simple policy is statistically greater than the new compensation policy.
Some interesting observations in looking at the STM which used the new compensation policy include the higher number of “multiple of 5” dominoes played as the first domino. It’s possible that when using the simple policy, if the player runs into a string of bad luck when starting with a “multiple of 5” domino, then that move will be negatively weighted right away, where as the new policy is a little more forgiving.
Experiment G1.1

We start off by presenting the benefit for all 4 players in Figure 10.  Note that we were unable to collect 200 matches for GSP3 because we ran out of memory at around 125 matches.
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Figure 10:  Benefit of GSP2, LSP2, GSP1 and GSP3 over 200 matches
According to our results, LSP2 achieved the highest benefit over time. This achievement is easy to see without further analysis: a slight jitter at first but steady learning after that which has leveled off by 200 matches.  GSP1 had the second highest benefit; however there are a couple of points of interest we must analyze further. GSP1 starts off with the highest benefit at the beginning.  This seems surprising since MUDS/RA used with an empty state transition matrix leads to rampant random state choice in the beginning of the experiment.  The other point is we observe what might be learning in the second half of the experiment but we will need to examine this further to see what is going on. First, let us zoom in on the first 16 matches.  This is displayed in Figure 11.
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Figure 11: GSP1 Winning Pct. Over First 16 Matches

The µ for this period is 52.4 with a σ of 3.3.  This corresponds to a z-value of 2.9 if we consider the random performance over 16 games as the null hypothesis case.  We conclude that the performance of GSP1 over the first 16 matches is not mere chance since we can reject the null hypothesis.  We cannot give a definitive reason for why it starts at a higher rate, only that there is statistical evidence that is does start out at a higher rate.

The second point question we wished to consider regarding GSP1 is what about the ending trend, is that really learning?  We most certainly would like see how stable that trend is.  We examine the F-ratio for the last 100 matches in Figure 12.  For the data below we analyze 3 tournaments of 5 matches yielding degrees of freedom of 3 -1  = 2 and 3 * (5 – 1) = 12.
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Figure 12: GSP1 F-Ratio over the final 100 matches

This does not provide us with any kind of guarantee learning is going on the way the stability fluctuates.  We have to be satisfied with it appears learning might be going on as the benefit increases over this period of 100 matches and even some before then.
GSP2 shows initial promise and then suddenly levels off.  The 22nd match yields this peak cumulative winning percentage value of 52.5.  Let us examine more closely then the first 22 matches for GSP2.  The graph is given in Figure 13.
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Figure 13: GSP2 Winning Percentage Over First 22 Matches
The µ for this period is 52.5 with a σ of 4.8.  The resulting z value using random play as a point of reference is 2.5.  We see that play occurs which is clearly different than the random player therefore the learning we see at first is significant.  From here though, the benefit goes downhill to its final value at match 200.  Learning occurred very quickly, but was very limited and therefore this size of feature vector appears to be too small.
 GSP3 had a difficult time learning. We cannot offer conclusive proof why GSP3 did not learn since the experiment was truncated by memory restrictions. We would make the observation that GSP3 does not work, at least in part, because the matrix takes too long to fill up due to its size. We cannot prove this statement because our program runs out of memory before learning can occur if it is to occur. Should we add more memory to our computer or we implement a “forgetfulness” routine where older and less used information is purged from the matrix then perhaps we could investigate this phenomenon in greater detail.

Experiment G2.1
We will present comparisons for each of the two players we tested: LSP2 and GSP1. First we will examine how the two evaluation policies we tested worked for LSP2. The benefit is displayed in Figure 14.
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Figure 14: LSP2 Polynomial and Constant Evaluation
We have a quite remarkable result. The constant evaluation is pushed to the right of the polynomial evaluation indicating a slower learning process. There is no doubt in learning occurring with either evaluation. Towards the end at 200 matches, the two curves come together pretty close but it is not clear if they would reach the same final benefit value. Let us try to get a feel for what the lag is in terms of matches. Figure 15 displays this lag.
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Figure 15: Matches To Reach Benefit for Polynomial and Constant Evaluations
We divide the positive benefit range covered by the constant evaluation and divide that interval into 10 equals segments. We then plot the first match at each benefit point where the benefit is surpassed. From 0 to 15, the difference curve is nearly flat. The average lag is 12.5 with a sigma of 3.2. From 15 to 25, the curve is still linear; however the slope increases to around 1 indicating that the polynomial evaluation may slightly be breaking away from the constant evaluation benefit. From 25 to 31.6, the difference curve has another sharp increase in slope almost with a parabola look to it. It would appear that constant evaluation may never reach polynomial evaluation even if we were to run more than 200 matches. It would definitely appear in the case of player LSP2, polynomial evaluation has the advantage.

Next we take a look at how the evaluation functions work with player GSP1. Figure 16 demonstrates the two evaluation policies.
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Figure 16: GSP1 Polynomial and Constant Evaluation
For this case, it is not a matter of learning rate as it was with LSP2. For GSP2 the polynomial evaluation achieves and maintains a better learning result through the course of 200 matches with the exception of a small interval between 30 and 40 matches. The characteristics of both curves are equivalent: a high start followed by a sharp decrease ending with a modest rate of learning through the end of the experiment. We will provide a slight twist on Figure 17 in that we will simply calculate the difference between the two curves to see what the difference in benefit is at each point in match time.
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Figure 17: GSP1 Difference in Polynomial and Constant Evaluation
After the initial decline in learning, the difference in benefit seems to be nearly constant. If we take the final 80 matches and get a mean and standard deviation on them, we see 3.69 and 0.56 respectively as the values. This yields a coefficient of variance of 0.15 indicating a relatively low noise signal. So once again we have shown the polynomial evaluation involving the scores of both players increases the quality of learning.
Experiment G3.1

Once again we analyzed both LSP2 and GSP1. Figure 18 shows the performance for both multiplicative and additive update polices for LSP2.
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Figure 18: LSP2 Multiplicative and Additive Update Policies
The two graphs look remarkably similar. At first glance, the most noticeable difference is the behavior in the first 10 matches. The multiplicative policy starts with negative benefit and very smoothly learns the rest of the experiment. The additive policy starts at a high benefit although it seems to take a little longer to shake out the random behavior that an empty state transition matrix is subjected to with Muds/RA. To examine the remainder of the experiment we will turn to Figure 19.
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Figure 19:LSP2 Y Error Bars for Multiplicative and Additive Updates
We take off the head of each experiment and add error bars on the y axis for the remaining 185 matches. Quite clearly we see that there are no statistically significant conclusions which can be gained from this. We cannot claim that one update policy is superior to the other.

Now let us examine what happens with the GSP1 player. Figure 20 gives us this comparison.
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Figure 20: GSP1 Multiplicative and Additive Update Policies
We see the familiar GSP1 pattern occur in the multiplicative curve. A sharp drop followed by a modest gain in learning. We do not see either of those characteristics in the additive curve. Before we can address which curve acts better, perhaps it is instructive to see if we can even consider the additive policy to be considered learning. We will take out the multiplicative curve and do some analysis on just the additive curve. This is presented in Figure 21.

[image: image38.emf]1 7131925313743495561677379859197

4101622283440465258647076828894100

103

106

109

112

115

118

121

124

127

130

133

136

139

142

145

148

151

154

157

160

163

166

169

172

175

178

181

184

187

190

193

196

199

0

2

4

6

8

10

12

GSP1 Additive Update Analysis

Additive

Benefit

Match Number


Figure 21: GSP1 Additive Update Analysis
We present the additive update with mean line and error bars. There is one peak around match 34 where we are slightly above the bar. There is one valley around 100 where we dip below. Perhaps one can surmise that learning briefly occurs towards the beginning, but that would be a hard sell. The peak at match 34 is a benefit of 9.71. The mean is 6.85 by working with the data. The standard deviation is 1.00. If we look at the curve of a normal distribution, we see that 2.86 sigmas is >99% confidence so we have to say it is significant. The 95% confidence point is around 8.49 so we see that only that one peak would hint at any learning. We are not impressed by this peak since it is so early on in the experiment. We do return above the mean line later in the experiment, but it is highly questionable whether we would ever get about the error bar again.

From this, we have to say that the multiplicative update policy is superior to the additive policy for GSP1 because the additive policy supports very minimal learning. This means that we ended up with mixed results for Experiment G3 on the whole. LSP2 learned equally well with either update policy, while GSP1 demands multiplicative updates.
Experiment G4.1

The expert player is very slow by nature. Instead of performing a lookup, it goes through a number of loops analyzing rule after rule. Therefore, we were not able to capture as much valid data for training against an expert player. We are able to present 21 matches of our customary 100 games and were present the same number of matches of auto-training for LSP2. For these same reasons, we do not analyze GSP1 with the expert player.

Comparison of the two training methods can be seen in Figure 22.
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Figure 22: Auto-training and Collective Learner Training
The bar graph presents more dramatically what is going on in this experiment. Unfortunately, we are in the portion of the experiment at match 21 where auto-train is just starting to learn at a constant rate. We see at match 18 auto-train reach positive benefit for the first time, a trend which continues until the very end of the experiment. Training against an expert player starts off really poorly, but demonstrates consistent learning throughout the 21 matches, crossing into positive benefit one match earlier than auto-training.

We cannot conclude anything from our experiment for the overall learning performance since any number of behaviors could be present from matches 22-200. If we observe the trend for expert training over the last 5 matches presented, we see a flattening out of the benefit. The standard deviation is just 0.45 for a 2.51 mean. The sample size is clearly too small to predict level benefit for the rest of the experiment though. We do know that LSP2 (see Experiment G1.1) takes off at a pretty steady rate.

The one thing we can conclude from this experiment though is that expert training does lead to learning and this learning is at a fairly quick rate during the period of time we have observed learning. The curve is nearly strictly increasing which leads to a high deviation benefit. 20.74 is 1 standard deviation so this is as unstable as you can get pretty much.
Experiment G4.2

We now turn to training one collective learner off of another. This experiment is related to G4.1 very closely in that we are seeing if playing against a skilled player helps us learn. GSP1 has a larger feature vector size, so in theory anyway we are learning against a smarter player. This assertion is obviously possible only if we have trained GSP1 such that all the features are properly accounted for. In reality, we auto-trained GSP1 as long as we auto-trained LSP2 when conducting experiment G1.1. Was this enough to allow LSP2? Let us turn to Figure 23 and find out.
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Figure 23: Auto-training and Collective Learner Training
If we examine the right half of the experiment, we see nearly equal behavior. The two training opponents cause us to end up at approximately the same benefit level. The curves appear to have the same slope. We will come back to a more detailed analysis in a second, but first let us examine the left side of the experiment where the real difference appears.

The remarkable property of the GSP1 trained curve is the sharp immediate increase in learning. In fact, by the time we have encountered 10 matches, we have over half the total learning for the entire experiment. The GSP1 curve does not suffer from the initial indecision which is present in self-training. We see the advantage of training against an already trained collective learner, at the same time we are faced with the reality that the feature vector which is static has limitations on how much it can learn. After we have reached a benefit of 10, the GSP1 curve greatly flattens out for the remained of the first 100 matches. By around match 56 the advantage as been lost. There really is nothing that needs statistical analysis in the first 100 matches the behavior is so obvious.

Now let us return to the second 100 matches. It is quite apparent that the final benefits are too close to be distinguishable, but has the rate of auto-training and GSP1 become the same? We take a look at this question in Figure 24.
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Figure 24: Comparing rates of Auto-training and Collective Learning Training
Here we consider the change of benefit over match intervals of length one (which is simply a difference) for both auto-training represented as dAt/dM and collective learning training dCL/dM. We take a closer look at this graph and we see right away that the two are pretty unstable and do not match up very well. Let us then calculate the area represented by each of the bars to see if these two match up. We see that the benefit change over the entire time period is 4.18 for the auto-trainer and 4.05 for the collective learning trainer. When we sum absolute values to get the total area we get 5.97 for the auto-trainer and 6.75 for the collective learning trainer. So we see that although the larger gain in benefit (though just barely) is enjoyed by the auto-trainer, there is more energy in the collective learning trainer still. This energy is small though considering we have considered 100 matches. If one curve received 7 benefit from another 100 matches and the other 6, there would still be little separation in the curves at 300 matches. Therefore, we conclude that the learning rates are approximately the same at 200 matches.
Experiment G4.3

Our final experiment in a way attempts to measure the opposite phenomenon from Experiment G1.1. In G1.1 we were interested studying all different sizes of feature vectors trying to see which sizes were good and which sizes did not work so well. Here we want to see what happens if two feature vectors are too close to each other.

There are many directions we would have liked to go in, but conceptually it is hard to create two feature vectors which are nearly identical and both represent meaningful features for the domain of study. We chose one simple test within this suite of possible experiments. We auto-trained LSP2 and then tested it against itself (with knowledge instead of an empty state transition matrix). The general feeling is that it would be difficult for LSP2 to find a way to perform good unless if there is a benefit for going first. In our mid-term presentation, we demonstrated that there is no advantage to the player going first over the long term and therefore we would expect no meaningful learning to occur in this particular experiment. We present our results in Figure 25.
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Figure 25: LSP2 Random Test vs. Auto Test
Examining the graph, we get what we expect. If we concentrate on the second half of the experiment we notice that our hunch was correct, there appears to be no real learning (even though the curve itself does not appear to be very stable resembling rolling hills). The surprise comes in the first half where the auto test curve mimics the random test curve with its initial dip and confusion before settling around 0 benefit for the rest of the experiment. Is this mere chance, or is there some statistical explanation for this phenomenon? We will zoom in on the first 30 matches to get a better look. This is presented in Figure 26.
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Figure 26: LSP2 Random and Auto-Test over first 30 matches
We see that from Match 6 through Match 27 the auto test curve is at or under -5 benefit (which corresponds to about 47.5 cumulative winning percentage.) The decrease in learning though only occurs between matches 3 and 8 in terms of benefit (which is caused by gains in matches 5 through 9). Table 5 shows what causes this.

	Match #
	Gain

	5
	-3.92

	6
	-24.56

	7
	-14.81

	8
	-16.51

	9
	-14.81


Table 5: Gain for Matches 5-9 for Auto-Test
The lowest of the gains represents a 43.0% win rate for match 6 to give some context. The average win percentage over this time is just under 46%. For this to be meaningful at the 95% confidence level the standard deviation would have to be about 5.6 for N=5. If we reduced that to 90% confidence, the standard deviation could be a large as 7.1 which is highly unlikely. Therefore there is likely some significance to the initial dip we see in the auto test curve which appears similar to the test random curve.

APPENDIX A: Greg and Alisa’s Official Rules

Dominoes – Official Game Rules for Dominating Dominoes

The object of the game is to score 100 points before your opponent. Game play is as follows:

1. Starting:

a. Players each draw 7 tiles to start.

b. The first round: Randomly pick a player to go first (in real life, this could be drawing from the stock, and whoever has the most pips goes first). Player can choose any domino from his
 hand to start with.

c. Subsequent rounds: The player who went out first in the preceding round begins with any domino from his hand.

2. Rounds:

a. Turns alternate between the players. A player takes his turn by placing a domino on the game board if the number of pips present on one end of one of his dominoes matches the number of pips on one of the ends on the game board (there are only two).

i. If he doesn’t have any eligible dominoes in his hand, he draws from the stock until he draws an eligible domino OR the stock is empty.

ii. If he doesn’t have any eligible dominoes in his hand AND the stock is empty, he passes to the other player.

iii. The first double played on the board can become the spinner. This means that players can play off of either end of the spinner, as well as the two ends, for a total of 4 possible choices for domino placement.

b. The round ends when a player has placed all the dominoes in his hand on the game board.

3. Scoring: 

a. During the Round: If at any point the sum of the pips on all the ends adds up to a multiple of 5 (0 included), then the number of pips is added to the score of the player who last placed a domino.

i.  If the spinner rule is in play, note that until a domino has been placed on either side of the spinner, the end points include ALL pips on the spinner. Once the spinner has dominoes on either side, the other two possible end points of the spinner are not counted in scoring until they have been played on. Consider the following examples in Table 6:

	Board
	Ends
	Score

	 1|2 2 
        2
	End 1: 1, End 2: 4, End 3: null, End 4: null, 
	1+4+null+null = 5

	1|2  2  2|3

        2
	End 1: 1, End 2: 3, End 3: null, End 4: null
	1+3+null+null = 4 => 0 (no score added for this play)

	1|2  2  2|3

        2

        2

        6
	End 1: 1, End 2: 3, End 3: 6, End 4: null
	1+3+6+null = 10

	1|2  2  2|3

        2

        2

        6

      6|6
	End 1: 1, End 2: 3, End 3: 12, End 4: null
	1 + 3 + 12 = 16 => 0


Table 6: Example game boards and scores with spinner

b. At the End of a Round: At the end of the round, the player with remaining dominoes sums up the total number of pips on all his dominoes and the player who won the round is rewarded those points.

4. Winning the Game: As soon as either player has a score greater than 100, he has immediately won the game. Note that this can happen in the middle of a round. 

APPENDIX B: Glossary
Stock: (n) Remaining dominoes not in a player’s hand and not on the board. These dominoes are face down. i.e. Draw pile, i.e. boneyard

Draw: (v) To select a domino from the stock.

Pip: (n) A dot on a domino.

Double: (n) Each side of the domino (as determined by the line) has the same number of pips.

Move: (n) One player laying down a domino on the board, or passing.

Round: (n) Two consecutive moves, one for each player.

Stage: (n) Smallest unit of evaluation, consisting of all moves from the first move until one player reaches zero dominoes or all players are forced to pass.

Contest: (n) Consists of one or more matches such that one or both players has exceeded the preset contest score to win.

Match: (n) Consists of one or more contests.

Tourney: (n) Consists of one or more matches.
1  for i from 1 to 50


2	   for j from 1 to 50


3	     train on 50 contests


4	   end for


5	   write stms to disk


6	   for k from 1 to 30


7	     read stms from disk


8	     test on 500 contests


9	     write statistics to disk


10	   end for


11 end for


	











� He/his/him will be used to designate any player, male or female, for simplicity.
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